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ABSTRACT
To fully exploit multicore processors, processes are expected to provide thread-level parallelism with the aim of
improving the performance of the application and achieving efficient hardware utilization for parallel workloads. One
of the important issues of OSes is how to distribute processes among cores to achieve some performance goals, fairness
in this context where fairness is an essential criterion of any operating system scheduler. This distribution is performed
by transferring tasks1 (called load balancing) from the heavily loaded cores to the lightly loaded cores. Current task
scheduler of the Linux kernel, Completely Fair Scheduler (CFS), uses weight-based load balancing mechanism to
evenly distribute tasks’ weights among all cores. Unfortunately, CFS scheduler is non-scalable and inaccurate for
multicore processors. In this paper, we propose a thread-level scheduler which presents a load balancing technique
designed specifically for the purpose of overcoming the shortage in achieving multicore scheduling and fair-share
together for parallel processes running on multicore systems. Instead of balancing run queue length, our algorithm
balances the time of threads which are running on “light” and “heavy” cores. To demonstrate its effectiveness, we
have implemented our algorithm in Linux kernel and demonstrate its efficacy through extensive experiments. Our
evaluation results show that our scheduler achieves better fairness and high performance. We conclude from our results
that our scheduler is practical and desirable for general purpose multicore processors.
Keywords: fair-share scheduling; load balancing; fairness; CFS scheduler.
1. INTRODUCTION
Multicore commodity processors have emerged and are currently the mainstream of general purpose computing [10].
Chip multicore processors (CMPs) have emerged as the widespread architecture choice for modern computing
platforms [6]. It is expected that the degree of on-chip parallelism will significantly increase and processors will contain
tens and even hundreds of cores [5, 12]. CMP executes multiple threads in parallel across the multiple cores [13, 14].
It is inevitable to consider the scheduling criteria when designing OS scheduler for the purpose of achieving some
performance goal(s), such as achieving better fairness, maximizing throughput, minimizing communication delays,
minimizing execution time, maximizing resource utilization, and/or others, depending on the purpose of designing the
OS [1, 7, 23]. Fairness acquired the maximum importance when designing the scheduler, and many of scheduling
algorithms have been studied in order to attain accurate fairness. This can be done by minimizing the gap between their
proposed one and the ideal algorithm (i.e., Generalized Processor Sharing GPS) [3, 15]. To the best of our knowledge,
Linux 2.6.23 kernel release introduced the first fair scheduler implemented in general purpose operating systems to
replace earlier round-robin mechanism. The key idea behind CFS is to assign a specific weight to a runnable task and
provide it with a CPU time proportionally to its weight [11]. However CFS provide perfect fairness per-queue, it does
not ensure accurate global fairness for multicore system. CFS endeavours to alleviate this problem by balancing the
load among cores, but load imbalance is not avoidable in real world applications. From the view of global fairness
between cores, CFS fails to devote CPU time to tasks proportionally to their weights [8]. The short of expectations of
Linux come in terms of realizing fair-share and multicore scheduling together. On the same approach of other multicore
fair-share scheduling algorithms, CFS consists of two components: a load balancer and a per-core fair-share scheduler.
Each component has a shortage in attaining fairness in multicore system [11].
Paper contribution: In this work, a modification is implemented to CFS. This modification is based on changing the
load balancing mechanism of CFS for the purpose of achieving better fairness for running threads among cores. The
proposed scheduler is implemented in the Linux kernel and experimentally demonstrated the improvement of it over
the CFS.

1

We use threads and processes interchangeably in this context,
because Linux does not distinguish between process and thread: these are all tasks
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Paper organization: Section 2 presents the load balancing. Section 3 discusses the approaches which provide fairness.
In section 4, we discuss the related researches. Section 5 illustrates the problem statement with example. We introduce
the proposed mechanism in section 6. The experimental setup and results are introduced in section 7. In section 8, we
present a formal analysis of our proposed scheduler’s fairness properties and prove that it achieves better allocation of
CPU time to running tasks than CFS. We conclude in section 9.
2. LOAD BALANCING
Scheduling methods are classified into two categories, global scheduling (deciding where to execute a process in a
multiprocessor system), and local scheduling (assigning timeslices of the processor to processes). Global scheduling
methods are classified into two major groups: dynamic scheduling (the redistribution of processes among the processors
during execution time) and static scheduling (assignment of tasks to processors is done before program execution
begins). This redistribution (called load balancing) is performed by transferring tasks from the heavily loaded cores to
the lightly loaded cores. The load balancing technique is designed specifically for parallel processes running on
multicore environment in order to achieve good performance. In this work, our focus will be on dynamic load balancing.
In our work we define load balancing by three inherent phases:
 condition phase, which determines the conditions under which a task should be transferred;
 decision phase, which specifies the amount of load information made available to task positioning decisionmakers; and
 positioning phase, which identifies the core to which a task should be transferred.
From a system’s point of view, the processes distribution choice is considered as a resource management issue and
should be considered as an important factor during the design phases of multicore systems [9].
3. FAIRNESS
The general definition of fairness is: assigning CPU time to a runnable thread proportional to its weight and the weights
and numbers of competition threads. In this section, we introduce CFS and the ideal scheduling algorithm, i.e. GPS,
which achieves accurate fairness. GPS is considered as a reference to measure fairness for many practical schedulers
[16].
A. Generalized Processor Sharing (GPS)
GPS [2, 16, 17] achieves perfect fairness because it is considered as an idealized scheduling algorithm. Therefore, it is
used as a reference by all schedulers to measure fairness. We can summarize its model as follows: consider a system
with 𝑁 threads and 𝑃 CPUs. Each thread 𝑖, 1 ≤ 𝑖 ≤ 𝑁, has a weight 𝑤𝑖 . A scheduler is perfectly fair if it allocates
CPU time to threads in exact proportion to their weights. Such a scheduler is commonly referred to as GPS. Let 𝑆𝑖 (𝑡1 , 𝑡2 )
be the amount of CPU time that thread 𝑖 receives in interval [𝑡1 , 𝑡2 ]. A GPS scheduler is defined as follows:
 If both threads 𝑖 and 𝑗 are continuously runnable with fixed weights in [𝑡1 , 𝑡2 ], then GPS satisfies

Si (t1 , t2 ) wi

S j (t1 , t2 ) w j
 During the interval [𝑡1 , 𝑡2 ], if the set of runnable threads, 𝑋, and their weights remain unchanged, then, for any
thread 𝑖¸ GPS satisfies.

Si (t1 , t2 ) 

wi
(t2  t1 ) P
 wj
jX

Thus, current practical fair schedulers imitate GPS approximately and are evaluated from aspect of fairness. The
approximate fairness of most proportional share schedulers can be provided by attempting to minimize the gap between
their actual one and the ideal GPS scheme. The commonly-used metric for fairness is called lag [4]. Suppose
𝑆𝜏,𝐴 (𝑡1 , 𝑡2 ) denotes the CPU time that task 𝜏 receives in [𝑡1 , 𝑡2 ] under a certain scheduling scheme 𝐴 , and
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𝑆𝜏,𝐺𝑃𝑆 (𝑡1 , 𝑡2 ) denotes the CPU time under the GPS scheme [2]. For any interval [𝑡1 , 𝑡2 ], the lag of task 𝜏 at time 𝑡 ∈
[𝑡1 , 𝑡2 ] is formally defined as:

lag (t )  S ,GPS (t 1 , t2 )  S ,A (t 1 , t2 )
A positive lag at time 𝑡 implies that the task has received less service than under GPS; a negative lag implies the
opposite. The smaller the lag is, the fairer the algorithm is.
B. Completely Fair Scheduler (CFS)
CFS makes use of the concept of a timeslice (a time duration for which the task is allowed to run without being
preempted) to carry out fair share scheduling. In CFS, the length of a task’s timeslice is proportional to its weight. Tasks
are allocated a share of the CPU’s capacity
 Task 𝜏𝑖 is assigned a weight 𝑊(𝜏𝑖 )
 Task 𝜏𝑖 ’s share of the CPU at time 𝑡 is

S i (t ) 

W ( i )
i W ( i )

 If tasks’ weights remain constant in [𝑡1 , 𝑡2 ] then task 𝜏𝑖 receives
t2

TS i (t1 , t2 )   S i (t )dt 
t1

W ( i )
(t2  t1 )
i W ( i )

 Then, the timeslice during scheduling period of task 𝜏𝑖 is computed by

TS i 

W ( i )
 period
 W ( i )

 i S

where 𝑆 is the set of runnable tasks, and period is the epoch2 in which the scheduler tries to execute all tasks, by default
this is set to 40ms and is defined as:
 sched _ latency _ ns,

sched _ latency _ ns

period  
if n 
sched _ min _ grnularity _ ns

n  sched _ min _ granularity _ ns, otherwise

where 𝑛 is the number of tasks, 𝑠𝑐ℎ𝑒𝑑_𝑚𝑖𝑛_𝑔𝑟𝑎𝑛𝑢𝑙𝑎𝑟𝑖𝑡𝑦_𝑛𝑠 and 𝑠𝑐ℎ𝑒𝑑_𝑙𝑎𝑡𝑒𝑛𝑐𝑦_𝑛𝑠 are scheduler tuneables.
𝑠𝑐ℎ𝑒𝑑_𝑚𝑖𝑛_𝑔𝑟𝑎𝑛𝑢𝑙𝑎𝑟𝑖𝑡𝑦_𝑛𝑠 decides the minimum time a thread will be allowed to run on CPU before being
preempted out. 𝑠𝑐ℎ𝑒𝑑_𝑙𝑎𝑡𝑒𝑛𝑐𝑦_𝑛𝑠 and 𝑠𝑐ℎ𝑒𝑑_𝑚𝑖𝑛_𝑔𝑟𝑎𝑛𝑢𝑙𝑎𝑟𝑖𝑡𝑦_𝑛𝑠 decide the scheduler period. Using the
commands: # cat /proc/sys/kernel/sched_latency_ns and # cat /proc/sys/kernel/sched_min_granularity_ns, we
get 40000000ns and 8000000ns for 𝑠𝑐ℎ𝑒𝑑_𝑙𝑎𝑡𝑒𝑛𝑐𝑦_𝑛𝑠and 𝑠𝑐ℎ𝑒𝑑_𝑚𝑖𝑛_𝑔𝑟𝑎𝑛𝑢𝑙𝑎𝑟𝑖𝑡𝑦_𝑛𝑠 respectively [24].
4. PROBLEM STATEMENT
This section discusses the problem statement. Subsection A elaborates the migration mechanism of the current
scheduler. Subsection B illustrates the problem with example.

2

Period and epoch are used interchangeably in this context
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A. CFS Migration Mechanism
The migration of CFS is handled across cores via its load balancing mechanism [8]. Unfortunately, when migration is
triggered in multicore system, fairness is not guaranteed. In what following, we summarize the most important aspects
of this scheme. The CFS defines the load of a core’s run queue, 𝑄𝑘 , as:

Loadk   W ( i )

(1)

 i S k

where 𝑆𝑘 is the set of tasks in 𝑄𝑘 , and 𝑊(𝜏𝑖 ) is the weight of task 𝜏𝑖 . There are two cases to trigger load balancing, if a
run queue is empty or at predefined time intervals. The key idea of the load balancing is moving tasks from the busiest
run queue (𝑄𝑏𝑢𝑠𝑖𝑒𝑠𝑡 ) to 𝑄𝑘 , and the amount of load to be moved is defined as:

Loadimbal  min(min( Loadbusiest , Loadavg ); Load avg  Loadk ) (2)
where 𝐿𝑜𝑎𝑑avg is an average system load, and 𝐿𝑜𝑎𝑑𝑏𝑢𝑠𝑖𝑒𝑠𝑡 is the load of 𝑄𝑏𝑢𝑠𝑖𝑒𝑠𝑡 , the migration is only triggered if

Loadimbal  min (W ( i )) / 2

(3)

 i Sbusiest

where 𝑆𝑏𝑢𝑠𝑖𝑒𝑠𝑡 is the set of tasks in 𝑄𝑏𝑢𝑠𝑖𝑒𝑠𝑡 .
The time share 𝑆𝑖 of a task 𝑖 running on a certain core is calculated as:
1024
ni
1.25
Si  N
1024

nj
1.25
j 1

(4)

where 𝑛𝑖 is the nice value of task 𝑖 and 𝑁 is the total number of running tasks in the core. It is worth noting that the time
share of a particular task 𝑖 is calculated relatively to the nice values of all 𝑗 tasks currently assigned to execute at the
same core.
B. Illustrative Example
It is observed from the motivating example shown in Figure 1 that CFS fails to achieve fairness in a multicore system.
In this example, five CPU-intensive tasks are running on two cores. Their nice values and weights are specified on the
top of the figure. By following CFS’s allocation mechanism, it allocates a task on the core with smallest weights. In
this example, T1 which has a weight equals 1024 is assigned on either one of the cores and the remaining tasks are on
the other, where the weight of each of them is 335. According to their weight difference, it is supposed that T1 should
run for about 3.06 times longer. By considering the mentioned equations, the load imbalance in our example is not large
enough (the imbalance is 158 and it needs to be at least 335/2=167.5 to trigger the balancing), and therefore, all the
tasks remain running on the same cores. Therefore, The weights of run queues of core1 and core2 are 1024 and 1340
respectively, and remain constant during any time interval. This leads to that T1 will run for four times longer than tasks
T2 to T5. This is considered as an unfairness matter from the view of multicore system.
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Figure 1. Five CPU-intensive tasks are running on two cores.

5. RELATED RESEARCH
Proportional share scheduling has its roots in operating systems. In this section we discuss prior designs.
A. Surplus Fair Scheduling (SFS)
Chandra et al. [18] presented proportional share CPU scheduler, Surplus Fair Scheduling (SFS), designed for
symmetric multiprocessors. They first showed that the infeasibility of certain weight assignments in multiprocessor
environments results in starvation or unfairness in many existing proportional share schedulers. They presented a novel
weight readjustment algorithm to translate infeasible weight assignments to a set of feasible weights. They showed
that weight readjustment enables existing proportional share schedulers to significantly reduce, but not eliminate, the
unfairness in their allocations.
The authors introduced the following definition: In any given interval [𝑡1 , 𝑡2 ], the weight 𝑤𝑖 of thread 𝑖 is infeasible if



wi
j

wj



1
P

where 𝜙 is the set of runnable threads that remain unchanged in [𝑡1 , 𝑡2 ] and 𝑃 is the number of CPUs.
An infeasible weight represents a resource demand that exceeds the system capability. Chandra showed that, in a PCPU system, no more than 𝑃 − 1 threads can have infeasible weights. They proposed converting infeasible weights
into their closest feasible ones.
B. Process Fair Scheduler (PFS)
Chee [19] proposed an algorithm based on weight readjustment of the threads created in the same process. This
algorithm, PFS, is proposed to reduce the unfair allocation of CPU resources in multithreaded environment. Chee
assumed that the optimal number of threads, best number to create in a process in order to have the best performance
in a muti-processing environment, equals to the number of available cores. PFS changes the weight of thread according
to the equation:

weight (thread ) 

weight ( process )



where 𝛼 equals the number of threads created in the process.
In PFS, all processes will be assigned the same amount of timeslices regardless the number of threads, therefore,
multithreaded processes will not rewarded, this is considered as a defect in this algorithm. Also, the system may suffer
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from performance slowdowns due to overhead resulting from frequent context switches of executing greedy process
(i.e. process tries to dominate most CPU time).
C. Thread Fair Preferential Scheduler (TFPS)
TFPS [20] is a modification of PFS algorithm to overcome the shortcoming of PFS. TFPS shall give the greedy threaded
process the same amount of CPU bandwidth as optimally threaded process, and both of their timeslices are larger than
the timeslice of single-threaded process. The new revised weight is given by:

 nop
wi '  
 n 'c


 wi


where 𝑤𝑖′ and 𝑛𝑐′ are the updated weight and total number of threads respectively. 𝑛𝑜𝑝 equals to the total number of
online processors.
In this algorithm, the multithreaded processes are not rewarded because the timeslice of greedy process is restricted by
the amount of timeslice assigned to the process with the optimal number of threads.
D. Lag-Based Algorithm
Dongwon et al. [21] proposed a lag-based load balancing scheme to guarantee global fairness in Linux-based
multiprocessor systems. The fairness across multiple processors is provided through this approach and the notion of lag
is introduced. When task 𝜏𝑖 is not scheduled for a time 𝑇𝑖 , the lag of task 𝜏𝑖 will increase by the amount of ∆𝑙𝑎𝑔𝑖 .

lagi  Ti 

Weighti
N
 j Weight j

where 𝑊𝑒𝑖𝑔ℎ𝑡𝑖 is the weight of task 𝜏𝑖 , 𝜙 is the set of all the runnable tasks in the entire system, and 𝑁 is the number
of CPUs. As the average load of the entire system is

Average Load 



j

Weight j
N

,

Δ𝑙𝑎𝑔𝑖 can also be defined as below.
lagi  Ti 

Weighti
Average Load

Let 𝑙𝑎𝑥𝑖𝑡𝑦𝑖 denote the remaining time until task 𝜏𝑖 exceeds a certain specified lag bound without being scheduled. The
𝑙𝑎𝑥𝑖𝑡𝑦𝑖 for any task 𝜏𝑖 is defined by

 lag bound  lag i 
laxityi  

lagi


Whenever the Linux kernel makes a scheduling decision for each run queue, the proposed algorithm inspects if there
exist more than one task that will have zero laxity at some identical time point. If found, only one of those tasks remains
in the original run queue and other tasks are moved to less-loaded run queues.
E. Progress Balancing Algorithm
Sungju [11] proposed progress balancing algorithm for achieving multicore fairness. It works together with a per-core
fair-share scheduling algorithm and runs periodically. Specifically, at every balancing period, it partitions runnable
tasks into the same number of task groups as the number of CPU cores in a system and shuffles the tasks to ensure that
tasks with larger virtual run times run at a slower pace until the subsequent balancing period. Progress balancing
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periodically distributes tasks among cores to directly balance the progress of tasks by bounding their virtual run time
differences. In doing so, it partitions runnable tasks into task groups and allocates them onto cores such that tasks with
larger virtual runtimes run on a core with a larger load and thus proceed more slowly.
F. Virtual Runtime-Based Algorithm
Sungju et al. [8] proposed a virtual runtime-based task migration algorithm that bounds the virtual runtime difference
between any pair of tasks running on two cores. They have also formally analyzed the behavior of the Linux CFS to
precisely characterize the reason why it fails to achieve the fairness in a multicore system. Their algorithm consists of
two sub-algorithms: (1) Partition, which partitions tasks into two groups depending on their virtual runtimes and (2)
Migrate, which allocates the partitioned groups to dedicated cores while minimizing the number of task migrations.
authors also proved that their algorithm bounds the maximum virtual runtime difference between any pair of tasks.
6. PROPOSED MECHANISM
To solve this issue, alternatives to the CFS migration scheme are proposed in this work to enable most tasks to attain
CPU time proportional to their weights during time interval taking into account the weights of all running tasks in all
cores.
It is noticed from equation (2) that 𝐿𝑜𝑎𝑑𝑖𝑚𝑏𝑎𝑙 depends on the load average, 𝐿𝑜𝑎𝑑𝑎𝑣𝑔 , of all cores in the system,
however, the CPU time assigned to each task, which calculated from equation (4), is considered per core and does not
consider the total load of all cores. This leads to unfairness during time interval in a multicore system.
In this work, we propose an actual runtime-based approach to approximate GPS fairness. We propose a migration
mechanism depending on the number of running tasks on all cores. In the description of our algorithm, we classify cores
as light or heavy depending on the number of running tasks. The core with the more number of tasks is considered as
heavy core and the core with less number of running tasks is light. The main features of our proposed scheduler are:
 the proposed algorithm pursues CFS’s assignment of the tasks in the first period;
 the difference between number of running tasks in heavy and light cores must be greater than one
((nr_running[heavy] – nr_running[light]) > 1);
 the proposed algorithm prioritizes the CFS’s migration mechanism;
 migrates the task with the smallest weight (it is called the shuttle task) from the heavy core to the light one in
the second epoch and runs for one period; and
 the shuttle task is returned back to its original core (heavy) in the next epoch and run for one period, and so forth.
We added an additional flag to the task structure. The flag indicates whether the task is a shuttle and where exists, e.g.
in the light core or in the heavy core. When the tasks are submitted for execution in the multicore environment, the flags
are assigned to zero. The first assignment pursues the CFS’s assignment. The proposed mechanism starts after the first
epoch, and determines the heavy and light cores. As mentioned in section 2, the three phases of our mechanism is as
follows.
1. Condition phase:
 Number of tasks running in the heavy core must be greater than the number in light one by at least two.
 According to equations 1, 2 and 3, proposed algorithm determines whether the load imbalance found or not.
2.

Decision phase:
 If a load to be transferred from condition phase is found, the amount of the load pursues CFS’s migration
mechanism.
 Otherwise, the amount of load is only one task with the least weight (shuttle task) in the heavy core.

3.

Positioning phase:
 The flag determines to which core the shuttle task should be moved. If it is 0, then the shuttle task is in the heavy
core and should be moved to the light one, this is done if the transferring of the thread is carried out by our
proposed mechanism,
 and if it is one, the shuttle task is in the light and should be moved to heavy (original core).
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The previous phases still continue until the run queue becomes empty. Figure 2 summarizes this algorithm in a
flowchart.

Figure 2. Flowchart of proposed scheduler.

7. EXPERIMENTAL SETUP
In this section, we present performance evaluation result for our proposed algorithm to demonstrate its effectiveness.
Extensive simulations are conducted to evaluate our proposed algorithm. Comparisons with the legacy CFS algorithm
are included. We ran two tests, the first test is called fairness test represented in the average of CPU time, lag
measurements, and percentage error. The second test is used to evaluate the performance of our scheduler.
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A. Underlying Platform
Proposed scheduler can be easily integrated with an existing scheduler based on per-CPU run queues. The algorithm
was implemented in the Linux kernel 2.6.24 which based on CFS. The specification of our experimental platform is
shown in Table I.
Table I.

Specification of our experimental platform

Processor
CPU cores
Memory
Kernel name
Kernel version
number
Machine hardware
name
Version of Linux

H/W
Intel(R) Core(TM)2 Duo CPU T7250 @
2.00GHz
2
2565424 kb
S/W
Linux
2.6.24
x86_64 (64 bit)
CentOS release 5.10 (Final)

B. Software for Tests
Fairness test: We run five CPU-intensive tasks (--test=cpu) in two cores concurrently. In --test=cpu process, each
request consists in calculation of prime numbers up to a value specified by the --cpu-max-primes option [22]. T1 with
weight 1024 in core 1, and four tasks, each of them with 335 of weight in core 2. Two metrics are used in this work to
evaluate the fairness; the physical runtime assigned to each task after executing for 200ms (five times of epoch, where
each epoch is 40ms) and compared to the ideal runtime that would have been given to the task under GPS, and lag
difference between the GPS and the compared algorithms (proposed and CFS). We repeated the experiments many
times and show the result in terms of the average of CPU time, lag measurements, and percentage error. The extra
performance overhead occurred by migrating the shuttle task is infinitesimal, so it is negligible in our consideration.
Figures 3, 4 and 5 show that proposed algorithm is closer to ideal one.

Figure 3. Comparing the CPU time when running five –test=cpu processes relatively to GPS.
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Figure 4. Lag differences between (CFS, GPS) vs. (proposed, GPS).

Figure 5. Percentage error between (CFS, GPS) vs. (proposed, GPS).

Performance test: This section evaluates the performance of our scheduler by showing that it enables higher
performance, or at least similar to that of unmodified Linux 2.6.24. Table II describes the benchmarks of SysBench
[22]. We ran these tests concurrently to evaluate the overall performance of our proposed scheduler.
Table II.
memory
mutex

Benchmarks

This test was written to emulate memory allocation and transfer speed. This benchmark
application will allocate a memory buffer and then read or write from it.
This test mode was written to emulate a situation when all threads run concurrently most of the
time, acquiring the mutex lock only for a short period of time. So the purpose of this benchmarks
is to examine the performance of mutex

threads

This test mode was written to benchmark scheduler performance, more specifically the cases
when a scheduler has a large number of threads competing for some set of mutexes.

cpu

In this mode, each request consists in calculation of prime numbers up to a value specified by
the --cpu-max-primes option.

fileio

This test mode can be used to produce various kinds of file I/O workloads. At the prepare stage
SysBench creates a specified number of files with a specified total size, then at the run stage,
each thread performs specified I/O operations on this set of files.

oltp

This test mode was written to benchmark a real database performance. At the prepare stage a
table is created in the specified database.

Table III shows our results for CFS vs. the proposed. All the benchmarks achieve nearly identical performance under
unmodified Linux and the proposed, demonstrating that our scheduler achieves higher performance.
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Table III. Proposed vs. CFS performance result
Performance

Metric

CFS

Proposed

Diff

Memory
Allocation and
Transfer Speed
Mutex
performance

operations per second
(greater value is better)

399525.78

399608.34

0.021%

2.2909

2.2899

0.044%

40.4553

39.59

2.139%

30.8

29.3

4.870%

8.8

9.2

4.545%

757.41

777

2.586%

Scheduler
Performance
CPU
performance
file I/O
performance
Database
Server
Performance

time
(smaller value is
better)
time per request
(smaller value is
better)
total time
(smaller value is
better)
transferred per second
(greater value is better)
transactions per second
(greater value is better)

8. ANALYTICAL RESULTS
In this section, we analyze formally fairness properties of our scheduler. As we mentioned in the problem statement
section that tasks running in the light core run more than expected relatively to other running tasks in the heavy core.
To help solving this problem and enhancing fairness, the main idea of our algorithm is increasing the CPU time for
most tasks running in heavy core, and decreasing it for tasks in light core to be closer to GPS. We use the notation
described in Table IV.
Table IV. Notation summery
Item
𝑇𝑆𝜏𝑖,𝐶𝐹𝑆[ℎ𝑒𝑎𝑣𝑦]

Description
The timeslice of task 𝜏𝑖 which running in heavy
core under CFS

𝑇𝑆𝜏𝑖,𝑝𝑟𝑜𝑝𝑜𝑠𝑒𝑑[ℎ𝑒𝑎𝑣𝑦]

The timeslice of task 𝜏𝑖 in heavy core under
proposed scheduler

𝑇𝑆𝜏𝑖,𝐶𝐹𝑆[𝑙𝑖𝑔ℎ𝑡]

The timeslice of task 𝜏𝑖 running in light core under
CFS

𝑇𝑆𝜏𝑖,𝑝𝑟𝑜𝑝𝑜𝑠𝑒𝑑[𝑙𝑖𝑔ℎ𝑡]

The timeslice of task 𝜏𝑖 in light core under proposed
scheduler

𝑁

Number of epochs

𝑇

The length of the epoch

𝑤𝑠ℎ𝑢𝑡𝑡𝑙𝑒

The weight of the shuttle task (𝑤𝑠ℎ𝑢𝑡𝑡𝑙𝑒 > 0)

𝜙

The set of runnable tasks in the heavy core

𝛼

The set of runnable tasks in the light core

Lemma 1. Under our proposed scheduler, for any set of running tasks in the heavy and light cores, then

TS i ,CFS [ heavy ]  TS i , proposed [ heavy ]
and
TS l ,CFS [ light ]  TS l , proposed [light ]
Proof. We prove by induction. Suppose that the tasks are running for 𝑁 epochs. According to our scheduler, the
migration of shuttle task will occur 𝑁⁄2 times.
A. Under CFS:
 In the heavy core, the CPU time of task 𝜏𝑖 is defined as:
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TS i ,CFS [ heavy ] 
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 N T
 wj
j

(

wi
wi
N
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T )  (

T )
w
2
w
 j
 j 2
j

j

 In the light core, the CPU time of task 𝜏𝑙 is defined as:

TS l ,CFS [ light ] 

wl
 N T
 wk
k

(

wl
wl
N
N

T )  (

T )
w
2
w
 k
 k 2
k

k

B. Under proposed scheduler:
 In the heavy core:

TS i , proposed [ heavy ] 
(

wi
wi
N
N

T )  (

T )
 w j  wshuttle 2
 wj 2
j

j

 In the light core:

TS l , proposed [ light ] 
(

wl
wl
N
N

T )  (

T )
w

w
2
w
 k shuttle
 k 2
k

 It is assumptive that:
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wi
wi
N
N
 T )  (

T )
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w
 j shuttle
 j 2
j

j

and
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N
N

T )  (

T )
w

w
2
w
 j shuttle
 j 2
j

j

From previous inequalities, we conclude that the CPU time of tasks in the heavy core under proposed scheduler is
greater than CPU time of tasks in the heavy core under CFS, and the CPU time of tasks in the light core under proposed
scheduler is lesser than CPU time of tasks in the light core under CFS.
Therefore, the lemma holds.
9. CONCLUDING REMARKS
In this paper, a novel load balancing mechanism is proposed to redistribute tasks between cores in order to approximate
accurate fairness presented by ideal scheduler, GPS. The proposed approach determines a specific task with the least
weight in the heavy core (core with more number of tasks) to be transferred to the light core (core with less number of
tasks), this task is called shuttle task and assigned a flag to emphasize the transferring. The proposed scheduler was
implemented under specific software and hardware platform. The derived results showed an improvement over current
scheduler in terms of fairness and high performance.
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10. FUTURE WORK
In the future research directions, we are looking to extend the algorithm so that it can be applied to a general multicore
environment with many number of cores. We also intend to take into account other criteria including interactivity,
energy consumption, and others. Also, we intend to modify our scheduler to be applicable in virtual machine
environment because it has become a very promising paradigm for both consumers and providers in various fields of
endeavors, such as business, science and others.
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